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Motivation 

•  Significant focus on big data analytics and the role of data 
scientists lately. 

•  Much less has been written about data engineers though. 

•  Understanding the role of a data engineer and a clearly 
defined role can have a positive impact on teams doing 
big data work 

 - The big data challenge that is often neglected. 

 



Research Questions 
Here are our research questions: 

•  What was the role of a data engineer? 

•  How do data engineers compare with software engineers? 

•  Do good software engineers make good data engineers? 



About the company 
•  A case study on the hiring and use of data engineers a big data 

consulting company. 

•  Consults telecommunication, retail and financial companies with 
their big data projects. 

•  The projects vary from ETL to data analytics software platforms and 
from security integration to recommendation systems within the 
customers’ big data ecosystem. 



About the company 
•  The company partners with one of the leading distribution providers 

of Apache Hadoop for the enterprise. 

•  The team’s average number of employees range between twelve 
and eighteen. 

•  The organization has significantly increased their data engineering 
team. 



Interview 
•  Programming experience, database skills, Linux, algorithms and 

network. They are also provided with take home questions to be 
completed in one day, e.g.: 

•  TB of data on disk. The data is a set of tuples, one of the elements in 
the dataset is the first name. The task is to sort and count the unique 
first names in the dataset and output dataset that will have the first 
name and the count. 



Interview 
•  programming experience, database skills, Linux, algorithms and 

network. They are also provided with take home questions to be 
completed in one day, e.g.: 

•  There is a paperback dictionary available for use. Describe the 
algorithm, and appropriate pseudo-code  needed to find the word 
‘mingle’ in the dictionary. 



Data Collection 
•  Information was collected for employees who have worked at the 

consulting firm during the past five years. Data collection included: 

•  performance reviews 

•  exit interviews 

•  internal emails  

•  other types of team communication. (JIRA – Issuse tracking messages, Git commits) 

•  informal discussions and semi-structured employee interviews 



Data Collection 
•  The company hired twenty-two data engineers during the past five 

years. 

•  The roles, responsibilities and skills required were investigated for 
each one of them. 



Data Collection 
•  Thirteen data engineers are still with the company. 

•  Three of them left the company for personal reasons and the 
remaining six engineers did not work out, and were asked to leave 
the organization. 



Skills Needed 
•  Project managers stay the same throughout the project. 

•  The engineers rotate between teams to become familiar with 
different domains, explore different sets of problems. 

•  The organization did not expect the new data engineers to have 
experience with MapReduce or Spark related technologies so solid 
programming background in Java and Python was enough to get 
started in big data technologies. 



Skills Needed 
•  Linux was found to be very useful.  

•  Knowledge of typical data structures and algorithms.  

•  Identify relationships between different types of data, using basic 
data science/data mining structures. 



Skills Needed 
With respect to softer skills: 

•  Creative problem solving was at the heart of the role 

•  Being able to work diligently with data such as collecting data from 
different sources and performing data transformation 



Responsibilities 
•  Get data from different data sources and convert data into the 

appropriate/desired format. 

•  Full life-cycle development: including design, build, test and 
maintenance of highly scalable data management systems. 

•  Support the end users with the right analytics tools and capabilities. 

•  Focus on data quality such as understanding relevant data standards 
and ensuring the converted/imported data was correct. 



Responsibilities 
•  Learn Hadoop ecosystem and its related components. 

•  Define system architectures that leverage Hadoop ecosystem. 

•  Integrate new data management tools into a customer’s existing 
infrastructure. 

•  Develop custom software components and analytics applications as 
needed. 







Responsibilities 
•  Learn Hadoop ecosystem and its related components. 

•  Define system architectures that leverage Hadoop ecosystem. 

•  Integrate new data management tools into a customer’s existing 
infrastructure. 

•  Develop custom software components and analytics applications as 
needed. 



Uses Cases of Unsuccessful Data Engineer: Person A 
•  Computer Engineering Degree with experience using Java and 

database design 

•  Demonstrated problem solving skills with complex data structures 
during the interview 

•  Worked as a data engineer for almost one year 

•  During the exit interview he stated that being a data engineer 
required exposure and knowledge of different business domains and 
he was not happy with this construct. He was not happy in a service 
oriented consulting role. 



Uses Cases of Unsuccessful Data Engineer: Person B 

•  Computer Engineering Degree with experience in object oriented 
programming and Python 

•  Several different business domain experience including onsite 
customer support 

•  Only lasted eight months within the company 



Uses Cases of Unsuccessful Data Engineer: Person B 

•  During the exit interview he stated that the customer often changed 
the project requirements which caused changes in the algorithm and 
the business rules 

•  This scenario is often encountered within a big data project. There is 
no ‘one size fits all’ type of approach to big data projects. The data 
engineer needs to be able to adapt to this fluidity in the 
requirements. 

•  Person B was not equipped with a desire to find solutions to the 
changing requirements.  



Uses Cases of Unsuccessful Data Engineer: Person C 

•  Computer Engineering Degree with experience in Java and SQL 

•  Lasted one year as a data engineer 

•  He was trained to use Hadoop ecosystem with a focus on 
MapReduce. He had hard time adapting to the evolving Hadoop 
technology, i.e. Spark 



Uses Cases of Unsuccessful Data Engineer: Person C 

•  This is different than most software engineers, in that the technical 
stack used by software engineers is often fairly stable (ex. Java 
development). While there are certainly new programming languages 
and platforms that are used (such as Ruby), the pace of change is  
much higher within the big data technology ecosystem (and this high 
rate of change seems likely to continue for some time) 



Uses Cases of Unsuccessful Data Engineer: Person D 

•  Computer Science Graduate Degree with experience in.Net 
programming 

•  Lasted for three months as a data engineer 

•  He had hard time adjusting to new datasets and data 
transformations, particularly gaining the ability to leverage scripting 

•  This speaks to another difference between software engineers and 
data engineers, in that data engineers need to be comfortable with a 
wider range of “tools” -> leveraging scripting languages 



Key Attributes of Successful Data Engineers 
•  Passion to Learn 

•  Finding Practical Solutions 

•  Strong Technical Solutions 

•  Strong Technical 
Competence 

•  Excellent Communication 
Skills 

 

•  Works Well in a Team and 
as Individual 

•  Ownership Through Life 
Cycle 

•  Approaching the Problem 
from a Business Perspective 

•  Adaptability 

 



Conclusion 
•  Based on the analysis of the use of data engineers over a five year 

period, we identified several key characteristics of the data engineer. 

•   What was the role of a data engineer? 

•  It is clear that data engineers work across the life cycle of a 
project to extract, transform, load and manipulate and 
analyzer large data sets. This work requires in depth computing 
and data knowledge, as well as excellent “soft skills” to interact 
with clients. 



Conclusion 
•  How do data engineers compare with software engineers? 

•  Both data and software engineers need technical excellence, but 
that data engineers often require a broader set of skills. 

•  Do good software engineers make good data engineers? 

•  Due to the broader skills and characteristics required of good data 
engineers, not all excellent software engineers make excellent 
data engineers.  



Conclusion 
•  Next step is to explore the role of data engineers across a 

broader spectrum of organizations to validate or refine our results 
via a survey across a broad array of organizations with big data 
projects. 



Two anecdotes  
•  A good data engineer 

•  A bad project manager 



Thank you  


